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Summary 

We present a novel multi-agent artificial intelligence framework for autonomous fracture detection and characterization from optical borehole 
imaging (OBI) data. The pipeline comprises five specialized agents including; preprocessing, detection, classification, geometry extraction, and 
supervision that mirror the cognitive workflow of an expert petrophysicist. Using 198 borehole images containing four fracture classes (open, 
healed, drilling-induced, and bedding planes), we demonstrate that domain-aware synthetic data generation combined with iterative training 
achieves 89.7% mAP@50 detection accuracy with 80.2% precision and 90.4% recall. The synthetic data approach renders parametric fractures 
as sinusoidal curves on real rock background textures, producing excellent ground-truth annotations at negligible cost. The end-to-end pipeline 
processes a complete well in under 4 minutes with 99.8% success rate, representing a greater than 98% reduction in interpretation time 
compared to the 4–6 hours required for manual analysis. 

Introduction 

Borehole imaging provides critical data for reservoir characterization, structural geology, and geomechanical analysis. Optical borehole 
televiewer (OBI) and formation micro-imager (FMI) logs capture high-resolution images of the wellbore wall, revealing fractures, bedding 
planes, faults, and other geological features essential for well placement and completion design (Zemanek et al., 1970; Luthi, 2001). In the 
unwrapped cylindrical image, planar geological features intersecting the borehole appear as sinusoidal traces whose amplitude encodes the true 
dip angle and whose phase encodes the dip azimuth. 

Manual interpretation of borehole images is a labor-intensive process requiring specialized expertise. An experienced interpreter typically 
requires 4–6 hours to fully characterize fractures in a single well interval, identifying fracture types, measuring dip angles and azimuths, 
estimating apertures, and assessing fracture density (Barton and Zoback, 1992). In unconventional reservoir development programs with 
hundreds of wells, this interpretive bottleneck significantly constrains geological model updates and drilling optimization cycles. 

Recent deep learning approaches have shown promise for geological feature detection in borehole images (Bougher and Herrmann, 2016), but 
most function as monolithic end-to-end models that lack the interpretability and modularity required for subsurface decision-making. We 



propose a multi-agent architecture that decomposes the interpretation workflow into five specialized agents, each handling a distinct cognitive 
subtask. This approach provides transparency (inspect results at each stage), modularity (upgrade any agent independently), and quality control 
(supervisor flags uncertain outputs)—properties that are essential for adoption in safety-critical subsurface applications. 

 
Methodology 

 
Dataset and annotation strategy. The dataset comprises 198 OBI images (640×360 pixels, RGB) from a single well, exhibiting four fracture 
classes: open fractures (dark, sharp sinusoids), healed fractures (reddish mineral-filled traces), drilling-induced fractures (vertical conjugate 
pairs separated by 180°), and bedding planes (low-amplitude, full-width features). We employed an iterative three-round annotation strategy. 
Round 1 used AI-assisted annotation of all 198 images, producing 513 bounding boxes that yielded only 7.5% mAP@50 due to imprecise box 
placement. Round 2 carefully re-annotated 50 stratified images with tight bounding boxes (mean height 0.174 vs 0.4 in Round 1), achieving 
9.7% mAP—revealing that data volume, not annotation quality, was the primary bottleneck. 
 
Synthetic data generation. Round 3 introduced the key addition and breakthrough: parametric synthetic fracture rendering. Each synthetic 
fracture follows the sinusoidal model y(x) = A·sin(2πx/W + φ) + C, with class-specific rendering parameters. Open fractures are rendered as 
dark (RGB 5–40), sharp sinusoids with 2–8-pixel thickness; healed fractures as reddish (R:100–200, G:40–100, B:30–80) wider traces with 
mineral alteration halos; drilling-induced fractures as near-vertical paired features with ±8° angular deviation; and bedding planes as low-
amplitude, full-width bands. Alpha compositing with Gaussian-blurred masks (σ=1.5 px) blends fractures onto real rock background textures 
extracted from the 198 source images, ensuring the model learns real noise patterns. This produces 1500 synthetic images with perfect ground-
truth annotations at zero labeling cost. 
 
Five-agent architecture. Agent 1 (Preprocessing) applies illumination normalization in LAB color space, CLAHE with clip limit α=3.0, 
bilateral filtering (σs=σr=75), and non-local means denoising (h=10, 7×7 template, 21×21 search window). Agent 2 (Detection) runs YOLOv8x 
(Jocher et al., 2023) fine-tuned on the combined dataset with confidence threshold 0.25 and NMS at IoU 0.45. Agent 3 (Classification) 
employs rule-based features: redness index RI = (R–B)/(R+B+ε) for healed fracture identification, sinuosity metrics for natural vs drilling-
induced discrimination, and Hough transform orientation analysis with DIF pair validation at 180° separation. Agent 4 (Geometry) fits 
sinusoidal curves via Levenberg-Marquardt optimization to extract true dip angle α = arctan(2A/D), dip azimuth from phase, and fracture 
aperture from intensity profiles. Agent 5 (Supervisor) orchestrates the pipeline with confidence routing, error handling, and quality control 
flagging. 
 
Training strategy. A 4-phase progressive unfreezing strategy trains the YOLOv8x backbone on Amazon SageMaker (ml.g5.12xlarge, 
4×A10G GPUs): Phase 1 freezes the first 10 layers (50 epochs, lr=0.01); Phase 2 freezes 5 layers (30 epochs, lr=0.001); Phase 3 unfreezes all 
layers with cosine annealing (Loshchilov and Hutter, 2017) for 20 epochs (lr=10⁻⁴ to 10⁻⁶); Phase 4 evaluates on the held-out test set. Training 
cost is approximately $45 per round, and Inference runs on an EC2 hpc6a.48xlarge instance using CPU only at $0.86/hr. 

 
Results 

 



Table 1 summarizes the three-round training progression. The synthetic data breakthrough in Round 3 produced a 9.2× improvement in  
mAP@50 over Round 2, confirming that domain-aware data generation overcomes the labeled-data bottleneck. 
 
Per-class mAP@50 from Round 3: open fracture 77.7%, healed fracture 76.3%, bedding plane 57.9%, and drilling-induced fracture 33.1%. The 
drilling-induced class improved from 0% in Rounds 1–2 (where only 1–5 real examples existed) to 33.1%, demonstrating that synthetic data 
can bootstrap rare-class detection. Open and healed fractures achieved the highest accuracy due to their distinctive visual signatures and larger 
training representation. 
 
The end-to-end pipeline processes images at 0.8 images/second (1,187 ms per image) on CPU, with 99.8% pipeline success rate (1,851 of 
1,854 images processed successfully). For a typical 198-image well, total processing time is under 4 minutes compared to 4–6 hours for manual 
interpretation—a greater than 98% reduction. The total cost of the synthetic data approach was approximately $50 in compute, compared to 
$5,000–15,000 for equivalent expert annotation of a training dataset of comparable size. 

 
Conclusions 

 
This work demonstrates that a modular multi-agent architecture combined with domain-aware synthetic data generation can achieve 
production-viable fracture detection accuracy (89.7% mAP@50) from just 50 real annotated images supplemented by 500 parametric synthetic 
fractures. The five-agent pipeline provides the transparency, modularity, and auditability required for subsurface decision-making while 
reducing interpretation time by over 98%. 
 
The synthetic data addition is particularly significant for data-scarce subsurface AI applications: parametric rendering with class-specific 
geological priors produces zero-noise annotations at negligible cost, effectively eliminating the labeled-data bottleneck. Future work will 
explore vision transformer backbones (ViT, DINO) for improved feature extraction, expert annotation refinement via active learning with 
model predictions as pre-labels, and multi-well generalization across different lithologies and borehole conditions. 
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Figure 1. Annotated borehole image showing open fractures (red), healed fractures (cyan), and bedding plane (green) detections on dark 
lithology. 



 
 

 
 
 
Figure 2. End-to-end Architecture for the multi-agent fracture detection pipeline showing data preparation, SageMaker training, and the 5-agent 
inference pipeline on EC2. 



 
 
 
 
 

 
 
Figure 3. Multi-agent pipeline architecture with five specialized agents. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4. Example of synthetic image generated to add to original dataset for model training. 



 
 
 
 
  

Metric Round 1 Round 2 Round 3 

mAP@50 7.5% 9.7% 89.7% 

mAP@50:95 2.0% 4.6% 61.3% 

Precision 3.4% 6.0% 80.2% 
Recall 43.9% 13.9% 90.4% 

 
 
Table 1. Detection performance across three training rounds. 




