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Abstract

OBJECTIVES We introduce a novel framework for closed-loop reservoir management (CLRM) that addresses the field development
optimization problem by formulating it as a partially observable Markov Decision Process [1,2]. The framework is designed to maximize the
net present value (NPV) of hydrocarbon production, accounting for well and operational costs. The action space includes well placement,
injector placement, and operational controls such as injection rates and bottom-hole pressures (BHP). Unlike existing methods that rely on
extensive training with high-fidelity reservoir simulators, our approach uses deep reinforcement learning (RL) and a control policy to map
observable data to optimal well settings without the need for computationally expensive data assimilation and robust optimization steps. It
accelerates RL training by incorporating a fast reduced-order model (ROM), significantly reducing computational demands as demonstrated in
[3,4]. PROCEDURES Building upon recent developments in reinforcement learning for reservoir management [1,2], our approach couples a
proximal policy optimization strategy with a ROM that approximates the underlying reservoir dynamics. The ROM component is trained with
far fewer high-fidelity simulation runs than standard RL-reservoir simulator pairings. Moreover, our algorithm adaptively identifies when the
ROM’s approximation may compromise decision quality and selectively refines the surrogate using the full-physics simulator as needed. This
dramatically reduces computational overhead and allows RL agents to explore decision strategies (e.g., well placement, drilling schedules)
without repeatedly calling an expensive simulator. We use the Open Porous Media (OPM) flow simulator for both baseline simulations and
selective refinements. RESULTS We evaluated the efficacy of our hybrid RL-ROM approach on the SPE1, SPE3, and the Norne Field
benchmarks. Under controlled computational resource conditions, our RL-ROM-Reservoir Simulator framework outperformed EnKF-, PSO-,
and RL-only workflows, achieving NPV improvements ranging from 3% to 22%. These results offer validation on two fronts. First, they
confirm RL [1,2] as a viable and competitive alternative to traditional CLRM methodologies. Second, they substantiate that the integration of a
ROM with a full-physics reservoir simulator can deliver significant computational acceleration without compromising accuracy, consistent
with findings in [4]. CONCLUSIONS Our results demonstrate that a principled fusion of reduced-order modeling and reinforcement learning
can unlock efficient, practical solutions for large-scale CLRM. This approach dramatically reduces computational cost, preserves physical
fidelity, and offers a scalable, data-efficient paradigm ready for industry adoption. REFERENCES [1] He et al. Deep reinforcement learning for
generalizable field development optimization, 2022 [2] Nasir et al. Deep reinforcement learning for optimal well control in subsurface systems
with uncertain geology, 2023 [3] Liu et al. Extension of fourier neural operator from three-dimensional (x, vy, t) to four-dimensional (x, v, z, t)
subsurface flow simulation, 2024 [4] Liu et al. Robust Optimization under Geological Uncertainty Using a TransUNet-Based Surrogate Model
with EnOpt Algorithm, 2024



